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∗ Today’s
lecture
is
not
about
“performance” and “modeling”…

∗…

but

about
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“performance

What is Performance
Engineering?
∗ Whether you design, build, test, maintain, or manage applications, you need to
manage performance
∗ Performance is a make-or-break quality for software
∗ If you don’t know your performance objectives, you are unlikely to meet them
∗ Performance affects different roles in different ways, e.g.
∗ As an architect: balance performance and scalability
∗ As a developer: is the system optimized “enough”?
∗ As a tester: validate whether the system supports the expected workload
∗ As a system administrator: is the system meeting its performance goals?
∗ Performance engineering includes roles, skills, activities, practices and
tools aiming at ensuring that performance objectives are met
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Why to Model Performance? (1)

∗ Performance failures cost the software industry millions of dollars every year.
They include

1. Increased operational costs
2. Increased development costs
3. Increased hardware costs
4. Canceled projects
5. Damaged customers relationships
6. Reduced competiveness, and
7.

Lost income
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Why to Model Performance?
(2)
∗ Performance is about risk management
∗ You have to decide how important performance is to
the success of your system or application
∗ Waiting times increase as the system gets more and
more congested.
∗ Need to understand how congestion affects performance!
∗ Different frameworks exists to model performance

∗ I will focus on Queuing Theory
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Queuing Theory

∗ Queuing theory is the mathematical study of
“queues”, or “waiting lines”
∗ A queue is formed whenever the demand for
service exceeds the service capacity
∗ Its application is in different fields, e.g.,
communication networks, computer systems,
machine plants, public transport, etc.

∗ What is a queue?
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Applications of Queuing
Theory
∗ Telecommunications (e.g., public switched telephone
network)
∗ Traffic control, transport, logistics
∗ Determining the sequence of computer operations
∗ Health services (e.g., control of hospital bed
assignments)
∗ Airport traffic, airline ticket sales
∗ Customer service, call centers
∗ Layout of manufacturing systems
∗ …and
∗ Predicting computer 8performance

Example Application of Queuing
Theory – Traffic Lights

∗ How do we have to regulate traffic
lights such that the waiting times
are acceptable?
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Example Application of Queuing
Theory The Food Store
∗ How long do customers have to wait at the checkouts?
∗ What happens with the waiting time during peak-hours?
∗ Are there enough checkouts?
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Example Application of Queuing
Theory – The Post Office
∗ In a post office there are counters specialized in e.g.
stamps, packages, financial transactions, etc.
∗ Are there enough counters?
∗ Separate queues or one common queue in front of counters
with the same specialization?
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Example Application of Queuing
Theory – The Call Center
∗ Questions by phone, regarding insurance conditions, are
handled by a call center. This call center has a team structure,
where each team helps customers from a specific region only.
∗ How long do customers have to wait before an operator becomes
available?
∗ Is the number of incoming telephone lines enough?
∗ Are there enough operators?
∗ Pooling teams?
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Why is Queuing Analysis
important?
∗ Capacity problems are very common in industry and one of
the main drivers of process redesign
∗ Need to balance the cost of increased capacity against the gains of
increased productivity and service

∗ Queuing and waiting time analysis is particularly important
in service systems
∗ Large costs of waiting and of lost sales due to waiting

Prototype Example – Hospital’s ER
∗ Patients arrive by ambulance or by their own
∗ One doctor is always on duty
∗ More and more patients seek help  longer waiting times
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Ø Question: Shall we add another doctor?

A Cost/Capacity Tradeoff Model

Cost

Total
cost
Cost of
service

Cost of waiting

Process capacity
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Components of a Queuing
System (2)
∗ The calling population
∗ The population from which customers/jobs originate
∗ The size can be finite or infinite (the latter is most common)
∗ Can be homogeneous (i.e., only one type of customers/ jobs) or heterogeneous
(i.e., several different kinds of customers/jobs)

∗ The Arrival Process
∗ Determines how, when and where customers (jobs) arrive to the system
∗ An important characteristic is the distribution of the inter-arrival intervals
∗ Denote by λ the rate at which jobs enter the system (e.g., 1 job/6 secs.)
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∗ 1/λ is the average interval between successive job arrivals (e.g., 6 secs.)

Components of a Queuing System
(3)
∗ The queue configuration
∗ Specifies the number of queues
∗ Single or multiple lines to a number of service
stations
∗ Their effect on customer behavior
∗ Balking, reneging and jockeying
∗ Their maximum size (# of jobs the queue can
hold)
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Example of Possible
Configurations
Multiple Queues

Single Queue

1. Guarantees fairness

1. The provided
service can
Servers
be differentiated
2. Labor specialization
possible
3. Customers have more
flexibility
4. Balking behavior may be
deterred

Servers

∗ FIFO applied to all arrivals

2. No customer anxiety
regarding choice of queue
3. The most efficient set up
for minimizing time in the
queue
4. Jockeying (line switching) is
avoided
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Components of a Queuing
System (4)
∗ The Service Mechanism
∗ Can involve one or more servers
∗ The size of the job is its service requirement
∗ The average service rate (e.g., 1 / job size) is denoted as μ

∗ The queue discipline
∗ Specifies the order in which jobs will be served
∗ Most commonly used principle is FIFO
∗ Other rules are, for example, PS, LIFO, SJF, …
∗ Can entail prioritization 19based on customer type

Kendal Notation
Six parameters in shorthand
∗ First three typically used, unless specified
1. Arrival Distribution
2. Probability of a new job arrives in time t

3. Service Distribution
4. Probability distribution job is serviced in time t

5. Number of servers
6. Total Capacity (infinite if not specified)
7. Population Size (infinite)
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8. Service Discipline (FCFS/FIFO)

Kendal Notation Examples
∗ M/M/1
∗ Exponential arrivals and service, 1 server,
infinite capacity and population, FCFS (FIFO)

∗ M/M/n
∗ Same, but n servers

∗ G/G/3/20/1500/SJF
∗ General arrival and service distributions, 3
servers, 17 queue slots (20-3), 1500 total jobs,
Shortest Job First
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Little’s Law
∗ The average number of customers in a stable system is
equal to the average arrival rate multiplied by the average
time a customer spends in the system, L = λ W, where
∗ L: average number of jobs in the system
∗ λ: arrival rate
∗ W: average response time (time in the system)

∗ Examples:
1. On rainy days, streets and highways are more crowded
2. Fast food restaurants need a smaller dining room than
regular restaurants with
22 the same customer arrival rate

Example using Little’s Law
(1)
∗ Amusement park
∗ People arrive, spend time at various sites, and leave

∗ They pay $1 per unit time in the park
∗ The rate at which the park earns is $L per unit time
∗ The rate at which people pay is $λW per unit time
∗ Over a long horizon
∗ Rate of park earnings = Rate of people’s payment, or
∗ L=λW
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Example using Little’s law
(2)

∗ There are 120 cars in front of the
Lincoln Tunnel
●

32 cars/minute depart over a period
where there are no cars at the start or
end of the tunnel (e.g. security checks)

∗ What is average time required to go
through the tunnel?
W = L / λ = 120/32 = 3.75
minutes
24

Load, Stability and
Steady-State

∗ A single queue system is stable if
arrival rate < system capacity

∗ For a single queue, the ratio
arrival rate / system capacity

is called “utilization”, and is denoted as ρ (ρ=λ/μ)
∗ It describes the fraction of time the facility is used
∗ As λ increases, the waiting time increases
∗ As μ increases, the waiting time decreases

∗ We require that λ ≤ μ (we assume λ < μ, i.e. ρ < 1)
∗ What happens if λ > μ?
∗ The system is unstable, and either the queue size grows unbound,
or jobs get dropped!

arrival traffic approach a
∗ Stable systems with time-stationary
25
steady-state (statistical equilibrium)

Utilization Factor
∗ Consider an M/M/1 queue with arrival rate λ
and service rate μ
∗ λ = expected capacity demand per unit time
∗ μ = expected capacity per unit time

Capacity Demand λ
ρ=
=
Available Capacity μ

∗ Similarly, if there are n servers in parallel, i.e.,
Capacitythe
Demexpected
and
λ capacity is n*μ
an M/M/n
queue,
ρ=
=
AvailableCapacity
n* µ
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Steady State
∗ Steady State condition
∗ Enough time has passed for the system state to be independent of the
initial state as well as the elapsed time
∗ The probability distribution of the state of the system remains the same
over time (is stationary)

∗ Transient condition
∗ Prevalent when a queuing system has recently begun operations
∗ The state of the system is greatly affected by the initial state and by the
time elapsed since operations started
∗ The probability distribution of the state of the system changes with time

Queuing Theory 27analyzes steady state
behavior

Transient VS Steady State
30

Transient condition

Steady State condition
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Delay is Caused by Job
Interference
Deterministic traffic

Variable but spaced
apart traffic
spaced apart, no queuing delay occurs
∗ If arrivals are regular or sufficiently
29

Burstiness Causes Interference
∗ Queuing results from variability in service times
and/or interarrival intervals

∗ Note that departures are less bursty than arrivals
30

Burstiness Example
Different Burstiness Levels at Same Arrival
Rate

Source: Fei Xue and S. J. Ben Yoo, UCDavis, “On the Generation and 31
Shaping Self-similar Traffic in Optical Packet-switched Networks”, OPNETWORK 2002

Job Size Variation Causes
Interference

∗ Deterministic arrivals, variable job sizes
32

High Utilization Exacerbates
Interference

∗ The queuing probability increases as the load
increases
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The Poisson Process
∗ The standard assumption in many queuing models is
that the arrival process is Poisson
∗ Poisson Process: the times between arrivals are
independent, identically distributed and exponential
∗ P (arrival < t) = 1 – e-λt

∗ Key property
∗ Memoryless: past state does not help predict the future
∗ i.e., the fact that a certain even has not happened yet tells us nothing
about how much longer it will take before it does happen
∗ e.g., P(X > 40 | X >= 30) = P (X > 10)
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Birth-and-Death Processes
(1)

∗ The foundation of many of the most commonly used queuing
models
ü Birth – equivalent to the arrival of a customer or job
ü Death – equivalent to the departure of a served customer or job

Assumptions
1. Given N(t)=n,
§ The time until the next birth (TB) is exponentially distributed with parameter
 n (customers arrive according to a Po-process)
§ The remaining service time (TD) is exponentially distributed with parameter
 n

2. TB & TD are mutually independent stochastic variables and state
transitions occur through exactly
∗ one Birth (n  n+1), or
∗ one Death (n  n–1)
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Birth-and-Death Processes (2)
∗ Rate diagram
∗ Excellent tool for describing the mechanics of a
Birth-and-Death process
0
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State n, i.e., the case of n customers/jobs in the system
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Steady State Analysis of B-D
Processes (1)
∗ In steady state the following balance equation must hold for
every state n (proved via differential equations)

Rate In = Rate Out, i.e.,
Average entrance rate = Average
departure rate
∗ Also, the probability of being in one of the states must
equal to 1 (normalizing equation)
∞

∑ p =1
i
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i=0

Steady State Analysis of B-D
Processes (2)
State

0
1


n



Balance Equation

µ1P1 = λ 0 P0
λ 0 P0 + µ 2 P2 = λ1P1 + µ1P1



λ n −1Pn −1 + µ n +1Pn +1 = (λ n + µ n ) Pn



λ0
P1 = P0
µ1
λ
P2 = 1 P1
µ2
λ
Pn = n −1 Pn −1
µn

 λ0 λ0 λ1 λ0 λ1λ2

Normalization: ∑ pi = p0 1+ +
+
+  = 1
 µ1 µ1µ 2 µ1µ 2 µ 3

i=0
∞
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C0 C2

The M/M/1 Queue (1)
∗ Single server serving jobs in a FIFO manner

∗ M stands for “Memoryless”
∗ M/M/1 stands for Poisson arrival process
∗ M/M/1 stands for exponentially distributed service times
∗ Each job must wait for all jobs found in the system to
complete, before being served
∗ Departure Time = Arrival Time + Workload Found in the System +
Service time
39

The M/M/1 Queue (2)
∗ By solving the balance equations we obtain
the steady-state probability of the number of
jobs in the system
∗ pj = ρj (1 - ρ)

∗ Other performance measures
∗ L = ρ / (1 – ρ)
∗ W = 1 / (μ - λ)
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Example 1: How Delay
Scales with System capacity
∗ Occupancy and delay formulas
ρ = λ/µ

L = ρ/(1 - ρ) W = 1/(µ - λ)

∗ Suppose that we increase both λ and µ by a factor of k
∗ What happens to L? And to W?
1.

λ =0.8 and µ = 1 sec. => ρ = 0.8

W = 1 / 0.2
2. L = 0.8/0.2 = 4,
= 5 sec.
K
∗. λ =1.6 and µ = 2 =>
●
Wρ==10.8
/ 0.4 =
∗.

●

L = 0.8/0.2 = 4,

=2

2.5 sec.

∗. Why?
∗. Because by speeding up arrivals by factor of k and speeding up service
times by a factor of k, we’re basically
just speeding up our ‘clock speed’
41
by a factor of k

Example 2 – Guaranteeing
QoS via Traffic Shaping
∗ Question
∗ What is the maximum allowable λ, given that 1/μ=4 minutes and
the average waiting time must be less than 8 minutes?

∗ W = service time + waiting time < 4 + 8 = 12 minutes
∗ W = 1/(µ - λ) = 1 / (μ - λ) < 12
∗ (μ - λ) > 1/12
∗ λ < μ – 1/12 = (3 - 1) / 12
∗ λ < 2/12 = 1/6 jobs/minute

∗ Proof
∗ W = 1/ (1/4-1/6) = 1 / (0.25 – 0.16667) = 12 minutes, or
∗ ρ = 1/6 * 4 = 2/3 ≅ 0.67 => L = 0.67/0.33 ≅ 2 => W = 2 * 6 =
42
12 min.

Multi-Servers Queues
∗ Multiple jobs are served simultaneously on
multiple servers
∗ Head of the line service: jobs wait in a FIFO
queue, and when a server becomes free, the
first job goes into service
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The M/M/n queue
∗ Generalization of the M/M/1 queue
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∗ The solution of the balance equations and the
associated formulae for computing the
performance measures are more complicated
than in the M/M/1 case
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Example 1
∗ Patients arrive according to a Poisson process with
rate λ = 2 patients per hour
∗ The service time (e.g., the time it takes a doctor to
visit/treat a patient) is exponentially distributed with
mean 1/μ = 20 minutes
∗ The ER can be modeled as an M/M/n queue where
n=no. of doctors
∗ Questions
∗ Currently only 1 doctor is on duty. Shall we add another
one?
∗ How is the system’s performance affected by an increase
in service capacity (e.g., 45
more doctors)?

Example 1 - Summary of
results

Interpretation

To be in the queue = to be in the waiting room

∗

∗

To be in the system = to be in the ER (waiting or under treatment)

∗

Characteristic

One doctor (n=1)

Two doctors (n=2)
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46

Example 2 (1)
∗ The arrival rate is λ
∗ The total service rate is 2μ => stability condition ρ = λ/μ
<2

∗ Which configuration is better?
no. of jobs)
∗ The metric of interest if L (avg.
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Example 2 (2)
a) M/M/1 queue with offered load = ρ/2
∗ La = ρ/(2-ρ)

b) M/M/2 queue
∗ Lb = 4ρ / [(2 - ρ) (2 + ρ)]

c) 2 independent M/M/1 queues
∗ The offered load at each queue is ρ/2
∗ Lc = 2 * [ρ / (2 – ρ)]

∗) Which configuration is better?
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Example 2 (3)
∗ M/M/1: La = ρ/(2-ρ),
∗ M/M/2: Lb = 4p / [(2 - ρ) (2 + ρ)], or
∗ 2 M/M/1: Lc = 2 * [ρ / (2 – ρ)]?
∗ Set ρ=1, hence we obtain
∗ 1 < 4/3 < 2, i.e.
∗ La < Lb < Lc

∗ Why?
∗ Because the processing power of an n-sever system is fully utilized ONLY
when all servers are busy, which requires at least n jobs in the M/M/n
queue, and at least n non-empty queues in system (c)
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The M/M/n/n Queue (1)

∗ A M/M/n system with no queue
∗ If all servers are busy, jobs are lost!

∗ Examples
∗ A waiting room with limited capacity (e.g., the
hospital’s ER)
∗ A telephone system which can handle at most n
calls simultaneously

∗ The M/M/n/n queue is always stable, no matter
50
what the offered load is!

The M/M/n/n Queue (2)
∗ The state diagram has exactly n states
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∗ The general expressions for the steady state probabilities,
waiting times, queue lengths etc. are obtained through the
balance equations as before (Rate In = Rate Out; for every
state)
∗ The key question for M/M/n/n queues is “what is the blocking
probability?”, e.g., what is the fraction of jobs that are lost?
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The M/M/n/n Queue (3)
∗ Is the blocking probability affected by n?
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Queuing Modeling and System Design
(1)
∗ Design of queuing systems usually involve some kind of capacity
decision
∗ The number of service stations
∗ The number of servers per station
∗ The service time for individual servers
⇒ The corresponding decision variables are , n and 

∗ Examples:
∗ The number of doctors in a hospital,
∗ The number of exits and cashiers in a supermarket,
∗ The choice of machine type at a new investment decision,
∗ The localization of toilets in a new building, etc…
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Queuing Modeling and System Design
(2)
∗ Two fundamental questions when designing (queuing)
systems
∗

Which service level should we aim for?

∗

How much capacity should we acquire?

∗ The cost of increased capacity must be balanced
against the cost reduction due to shorter waiting time
⇒ Specify a waiting cost or a shortage cost accruing when
customers have to wait for service or…
⇒ … Specify an acceptable service level and minimize the
capacity under this condition

∗ The shortage or waiting cost rate is situation
dependent and often difficult to quantify
∗

Should reflect the monetary
impact a delay has on the
54
organization where the queuing system resides

Computer Procurement (1)
∗ A university is about to lease a super computer
∗ Two alternatives are available
∗ The M computer which is more expensive to lease but also faster
∗ The C computer which is cheaper but slower

∗ Processing times and times between job arrivals
are exponential  M/M/1 model
∗  = 20 jobs per day
∗ M = 30 jobs per day, C = 25 jobs per day

∗ The leasing and waiting costs:
∗ Leasing price: CM = $500 per day, CC = $350 per day
∗ The waiting cost per job and time unit job is estimated to $50 per job and
day

∗ Question:
choose in order to minimize the
∗ Which computer should the university
55
expected total cost?

Computer Procurement (2)
∗ Settings
∗ λ= 20 jobs/day
∗ μM= 30 jobs/day, μC = 25 jobs/day
∗ CM = 500 $/day, CC = 350 $/day, WC = 50 $/day

∗ Results
∗ ρ= λ/μ => ρM = 0.667, ρC = 0.8
∗ L = ρ / (1 – ρ) => LM = 2, LC = 4
∗ WCM = 100 $/day, WCC = 200 $/day
∗ Cost option 1 = 60056 $/day, option 2 = 550 $/day
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Resource Allocation for Power
and Performance
∗ S servers
l n are running
l (S - n) are switched off

l
l
l
l
l

Users pay a charge proportional to the job
size (unknown a priori)
Each user pays c$ per unit time per server
Running servers consume electricity, which
costs r$/kWh
If all servers are busy,
further jobs are lost
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How to choose the “best” n?

QoS Provisioning via Resource
Allocation + Admission Control
∗ Suppose we have a collection of servers providing a
certain number of services
∗ How do we allocate the
available resources in the
most efficient way?
∗ Shall we accept the next
incoming request?
1.
2.
3.

For each accepted and completed job of type i,
a user shall pay a charge of ci
The response time Wi (or waiting time wi) of an
accepted job shall not exceed qi
For each job of type i whose
response time
59
(waiting time) exceeds qi, the provider shall pay

Thank You!
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