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Abstract—Object tracking is a heavily studied topic since
the prevalence of autonomous vehicles. It not only helps the
autonomous vehicles be aware of the surrounding dynamic
objects, but also estimating the trajectories of those detected
objects. These functionalities cannot be achieved without the
development of multi-object tracking (MOT) systems. Normally,
the MOT system requires an object detection component and
an object tracking component, or a query-key-based system
that tracks objects based on object queries. However, both have
limitations such as high complexity and lack of features to add
new objects. Recently, with the adoption of the transformer
technique in the computer vision domain, MOT systems can
be further improved to address those issues. Nevertheless, the
transformer has its own defects in detecting smaller objects,
which could arouse the concerns of safety problems when using
transformers in the MOT systems. Hence, the main objective of
this course project is to investigate the possible breakthroughs of
existing MOT systems with transformers. The results showed
many possibilities of transplanting new techniques such as
“transformer in transformer” (TNT) to the current MOT system
with a transformer.

I. I NTRODUCTION
MOT is an attentional task that demands long-term attention
in order to track observed dynamic objects correctly. An MOT
system should be capable of focusing on the target objects
while ignoring the confounding objects. It is not applicable
to track only one object for autonomous vehicles because the
vehicles may collide with a critical object while estimating
the status of an object that is not related to its safety at the
moment. Furthermore, while driving a car on the road, many
road users participate in the traffic. A human driver not only
needs to pay attention to the traffic signs and other cars, but
also needs to be aware of other road users such as cyclists
and pedestrians even wild animals. The same requirements
also apply to autonomous vehicles if they drive themselves
on a road environment with other human road users. Thus,
the standard for an MOT system on an autonomous vehicle is
quite strict as it needs both fast reaction speed and accurate
detection to determine the driving policies and avoid catastrophic accidents.
On the other hand, the primary safety issue that we, as a
general public, concern is fatal accidents. We may overlook
the news that a self-driving car collided with traffic cones on
a testing field, but we all know those accidents involve the
casualties such as colliding with a pedestrian standing at the
curb of a sidewalk, colliding with a pedestrian cutting into

the main road, or the human passenger got injured in a car
crash. Moreover, one can hardly predict the behaviors of the
pedestrians accurately in a long-term period simply because
you cannot read a human’s mind, and they are unpredictable.
Thus, exhaustive attention should be put on pedestrians when
they appear in the view of an autonomous vehicle.
With the rapid development of neural networks and machine
learning, deep neural networks can automatically learn the
features of targeting objects and propose the bounding boxes
for recognized objects. In the object detection task, the neural
network will jointly perform object detection and classification. Many end-to-end approaches have been proposed, such
as YOLO, Swin, and DETR [1] [2] [3] to simplify the training
process and improve the detection benchmarks. Recently, a
new neural network architecture called ’Transformer’ [4] has
been leveraged in computer vision tasks. It shows the potentials in substituting the Recursive Neural Networks (RNNs)
in many aspects, such as the ability of parallelism and much
better long-term memories.
Now, transformers are used in MOT as well. For example,
TransTrack [5] proposed by Sun et al. utilizes a customized
transformer architecture, which can do the self-attention on the
feature maps from different levels, and two separate decoders
are created for the specific MOT task. This technique gives us
a solution for jointly performing object detection and tracking,
which makes an MOT model easier to train and perform well
meanwhile.
In this course project, the aim was set to investigate the
transformers used in the MOT systems. To be specific, the
TransTrack for tracking pedestrians is leveraged along with a
new “Transformer In Transformer” technique [6]. Experiments
are conducted to compare the performances between the modified TransTrack and the original one. Due to time limitations
and the complexity of implementation, the models are only
trained for the first stage. However, the results are encouraging
that show the potential of leveraging different transformers in
one solution.
II. L ITERATURE R EVIEWS
Transformer [4], proposed by Vaswani et al. for Natural
Language Processing (NLP) in 2017, has obtained researchers’
interests because of its efficiency in training and good performance. The model follows an encoder-decoder architecture,

and it is used in NLP-related topics such as speech recognition, text-to-speech transformation, and text translation. Each
encoder or decoder module can hold several layers stacked
together. Within each encoder or decoder layer, there lies the
key component – the attention layer. An input projection layer
will create a query, key, value set for the attention layer,
and the layer will choose where to put attention during the
training process. Because each layer takes the whole input
and there is no dependency between each time step, the
training process can be paralleled and achieve better memory
ability. Furthermore, the query, key, value set can have multiple
heads to learn a variety of combinations of the inputs, and a
positional encoding layer is included to denote the positional
relations within the inputs. The residual connection proposed
in ResNet [7] and batch normalization are added to train a
deep neural network stably.
A. Transformer in Image Detection
In [8], an end-to-end people detection method was proposed
by Stewart et al., which leverages an image feature extractor
and an LTSM layer to output bounding boxes. At each time
step in LTSM, it generates a new bounding box and corresponding confidence score until a stop symbol is presented.
Due to the limitation of its memory ability and sequential
execution nature, it is not very efficient to train it and not
competitive with other sophisticated methods, although it can
be trained in an end-to-end way.
[3] follows the same concept as the previous one but
substituted the image feature extractor with a better ResNet
backbone and replaced the LTSM with the classic transformer.
The results showed that the transformer works better than
RNNs in terms of efficiency and memory ability, and produces
one of the top benchmarks. However, it has the problem of
detecting small objects and high dimension tensors while using
high-resolution images, which will make the model hard to
converge.
In order to address the disadvantages of transformers
in computer vision, “Deformable Detection Transformer”
(DETR) [9] is proposed, which extract levels of features and
only attend to a small set of key sampling points around a
reference. Levels of features contain the object information in
different scales, while the sampling points technique solves
the computational complexity issue in the transformer.
B. Transformer in Image Classification
In the image classification domain, Alexey et al. proposed
“Vision Transformer” (ViT) [10], which leverages a pure transformer architecture instead of using a classic convolutional
neural network. The original transformer is modified to learn
image patches as the text inputs in NLP. It proves to use
substantially fewer computational resources while achieving
state-of-the-art results. Surprisingly, there are only encoder
modules in ViT rather than the encoder-decoder architecture.
Nevertheless, the model requires a massive amount of data to
train because it focuses on the image evenly at the beginning.

TNT [6] proposed by Han et al. further improves the
classification benchmark by adding an inner transformer inside
a transformer structure. Typically, ViT learns the features from
image patches but neglects the local features within a patch.
Thus, TNT is capable of combining the patch embeddings and
the pixel embeddings to achieve top accuracy.
C. Transformer in Object Tracking
TransTrack [5] leverages the advantages of DETR, which
efficiently detects objects in the image and modifies it for
object tracking tasks. Two parallel decoder modules are used
instead of only one in image detection. One of the decoders
is specialized in image detection, while another one is for
tracking detected people in the previous frame. The query from
the last frame is reserved for tracking, and the query itself can
be learned during the training process. With this methodology, one could perform a joint-detection-and-tracking pipeline
which eases the training difficulty, and the model could achieve
a competitive benchmark on a challenging dataset. Despite the
method’s merits, it still missed some critical pedestrians in the
testing scenarios, including a pedestrian who tried to cross the
road without pedestrian crossing marks in front of a car.
Inspired by the TNT and TransTrack, we could leverage
two methodologies and try to improve the people tracking
performance by further analyzing the local features within
each level of features in TransTrack. Level embeddings and
patch embeddings are proposed similar to TNT, and the
same training methods are used to compare the performances
between the modified TransTrack and the original one.
The report is presented as follows: section III will introduce
the methodology of combining TransTrack with TNT; section
IV will show the experiment details followed by section V for
experiment results; Finally, conclusions are drew in section
VI.
III. M ETHODOLOGY
The tested and experimented method is the TransTrack
for MOT task as a baseline. Figure 1 shows the general
architecture of the TransTrack, which consists of four components: a backbone, an encoder, two decoders, and a bounding
box matching module. Training images captured by a single
pinhole color camera are fed into the first component – the
backbone, while another input query will be fed into the
decoders. The output of the model will be the detection and
tracking bounding boxes.
A. Backbone
In the original implementation, the ResNet-50 is selected as
the model’s backbone for feature extraction. ResNet has been
proven to be a good feature extractor for images based on the
paper [7]. The backbone has in total of 50 layers, which is
a good balance between the quality of feature extraction and
the cost of the computational resources.
Besides, three levels of feature maps are extracted from
the model’s output instead of just forwarding the final layer’s
feature map. To be specific, feature maps from layers 2, 3, and

, where M H is the multi-head attention function, i indicates
the sequence of heads, and Wi denotes the projection weight
of the query, keys, or values on the head i. In the end, all
attention values from different heads will be concatenated and
multiplied by another projection weight W O to restore the
additional head dimension h back to 1.
C. Encoder and Decoder Layers
1) Encoder: An encoder is a stack of N encoder layers,
where each layer has an attention function and a feed-forward
network (FFN). The feature map is flattened and concatenated
to vector embeddings followed by a projection to create
the query, keys, and values. An FFN, which includes one
hidden layer, takes the output from the attention function and
outputs the features of the same shape (equation 3). Residual
connections and batch normalization are used in the attention
function and the FFN (equation 4). ReLU activation is used
for the hidden layer in the FFN.

Fig. 1. The general architecture of the TransTrack. Figure is cited from [5].

4 are extracted to create levels of feature maps. Each feature
map is twice bigger than the feature map from the next layer.
B. Multi-Head Attention Function
The general transformer follows an encoder-decoder architecture and the attention layer is the key of the encoder
(or decoder). An attention function can be considered as a
mechanism that maps the values to the weighted sum values
where the weights come from the keys and a query as shown
in equation 1. The weights for the values are calculated by a
softmax function on the multiplication of the query and the
key normalized by the square root of the key length.
QK T
Attention(Q, K, V ) = sof tmax( √ )V
dk

(1)

, where Q, K, V represent the query and key-value pairs. dk
is the query and key dimension.
Moreover, multi-head attention can add another dimension
to the attention function that allows the model to attend to the
information from different positions and different representations. A linear projection function is added for all queries,
keys, and values to add heads dimension h. The final multihead attention function will look like the equation 2.
M H(Q, K, V ) = Concat(head1 , ..., headh )W O
headi = Attention(QWiQ , KWiK , V WiV )

(2)

F F N (x) = max(0, xW1 + b1 )W2 + b2

(3)

Residual(xi ) = xi−1 + layer(xi )

(4)

2) Decoder: The transformer decoder has a similar structure to the encoder, which also is a stack of N decoder layers.
In addition to the attention function and the FFN, a decoder
layer has one more attention function. The query embeddings
will be used for a self-attention followed by a cross-attention
function which takes the output from the encoder and the output from the previous self-attention. FFN will be placed in the
end for non-linearity. There are residual connections and batch
normalization as well, like in the encoder. Specifically, two
encoders are deployed for detection and tracking separately.
D. Bounding Box Matching
Given the bounding boxes from both detection decoder and
tracking decoder on the same image frame, an Intersection
Over Union (IoU) function matches the boxes and generates
the final output bounding boxes. Detection boxes are selected
to match the tracking boxes by Kuhn-Munkres (KM) algorithm [11]. The remaining unmatched detection boxes will be
marked as newly detected objects.
E. Transformer In Transformer (TNT)
As the latest leveraged technique in computer vision, transformer follows the general data representations like in the
NLP domain. Unlike the convolutional layers that take images
as inputs, the transformer uses vector embeddings. Hence,
an image is flattened and divided into patches to form the
1D vector. Then, the transformer will perform an attention
function on the patches. However, this practice will ignore
the intrinsic structure information within each patch. [6] adds
another pixel-level transformer inside the existing patch-level
transformer to extract local features, which improves the
classification accuracy.
In TransTrack, there are not only a single feature map
but three levels of feature maps. As shown in figure 2,

training with MOT17 dataset [13]. MOT17 dataset is split into
two halves, one for training and another half for testing.
Due to the limitation of time, only stage-one training is done
by the time of writing this report. Hence, all experiments and
results are based on stage-one training. CrowdHuman dataset
is used for stage-one training, and MOT17 second-half dataset
is used for testing as always. There are 15000, 4370, and
5000 images for training, validation, and testing, respectively.
Two consecutive frames from a video feed are selected as
model inputs or alternatively use a single image with random
cropping to mimic the second frame during the training.
B. Training Phase
Fig. 2. The implementation of TNT in the TransTrack inspired by [6].

the area scale of the feature maps from bottom to top is
1x, 4x, and 16x, respectively. Thus, we could divide the
levels of feature maps into 21 patches and learn the internal
structural information by using an inner transformer. Residual
connection and batch normalization are used for the inner
transformer as well, and the output will be concatenated with
a patch embedding followed by an outer transformer to learn
the structural information in different levels.
T N Tin (Pipatch ) = BN (Encoderin (P patch )Wi + bi )
T N Tout (Pilevel , Pipatch ) =
Encoderout (T N Tin (Pipatch )

(5)
+

Pilevel )

, where suffix in and out means the inner and outer transformers (encoders in our case), P is the embeddings in patches and
levels for ith position. W and b are the weight and bias values
for the linear layer between two encoders.
Equation 5 shows the functions of the TNT module, where
a linear projection layer is added between inner and outer
encoders. With this projection layer, we could use different
dimensions for two encoders and add non-linearity. The original encoder layer is used as the outer transformer, while the
inner one uses the classic attention function for images.
IV. E XPERIMENTS
In the experiments, TNT is implemented on the basis of the
TransTrack. We follow the training recommendations stated
by the TransTrack author, who also provided their training
statistics for comparison.

As mentioned above, ResNet-50 is used as the backbone
of TransTrack. Due to the issues deploying the training phase
on UT HPC and the capacity of the self-owned RTX 2080 Ti
graphic card, we only set the batch size to 1, which consumes
9-10 GB out of 11 GB VRAM. AdamW optimizer, which has
the correct formula for weight decay, is used with transformer
learning rate (LR) at 2 × 10−4 , backbone’s LR at 2 × 10−5 ,
and weight decay rate at 10−4 . The ResNet-50 is pre-trained
on ImageNet [14] with frozen batch normalization layers. All
transformer weights are initialized with the Xavier function.
Data augmentations are randomly selected during the training, such as random cropping, random horizontal flipping,
scale augmentation, resizing. The model is trained for 150
epochs in stage one with the LR drop by a factor of 10 at the
100th epoch, which approximately took nine days to complete.
C. Evaluation Metrics
As shown in equation 6, the evaluation metric is based on
the precision and recall values calculated by true positives
(TP), false positives (FP), and false negatives (FN).
TP
TP + FP
TP
Recall =
TP + FN

P recision =

Intersection over Union (IoU) measures the overlapping area
of two bounding boxes, and it helps us to classify whether a
detected object is TP or FP by setting a threshold (e.g., IoU >
0.5). Similarly, maximum detection threshold (max) is used for
the recall metric (e.g., max > 100). In the experiments, we use
average precision with IoU threshold at 0.5 (AP IoU =.50 ) and
average recall with 100 maximum detections (ARmax=100 )
for evaluation.

A. Dataset
TransTrack is a quite large and deep neural network model,
which requires a multi-stage training process. Firstly, a pretrain step is proceeded on CrowdHuman dataset [12]. As the
name tells, it is a dataset for human detection benchmark
with crowds of humans that is rich-annotated and contains
high diversity. Next, the trained detection model needs to be
converted into an MOT model followed by a second stage

(6)

M OT A = 1 −

Σt (mt + f pt + mmt )
Σt gt

(7)

Additionally, multi-object tracking accuracy (MOTA) is
calculated as shown in equation 7, where mt , f pt , mmt , gt
are the number of misses, the number of false positives, the
number of mismatches, and the total number of objects for
time step t, respectively.

V. R ESULTS
We compared the trained modified TransTrack with the
original model provided by the author. Table I shows the performances on the same metrics for both models. Unfortunately,
the TransTrack embeds TNT loses all metrics. However, the
performance is quite close. This is good news because the
modified TransTrack achieved almost on par performance
without hyper-parameter tuning, and we did not perform a
search for the best model structure of TNT either. Hence, the
modified model has the potential of achieving a better result.
Metrics

Values

Metrics

Values

AP IoU =.50

0.713

AP IoU =.50

0.784

ARmax=100

0.529

ARmax=100

0.563

MOTA

51.7%

MOTA

53.8%

(a) TransTrack with TNT performance on Scene 1.

TABLE I
P ERFORMANCE COMPARISON FOR T RANS T RACK WITH TNT ( LEFT ) AND
ORIGINAL T RANS T RACK ( RIGHT ).

Besides the numeric metrics, we also demonstrated two
scenes during the testing. The first scene is a security camera
monitoring the pedestrians on the street, while the second
scene is on an urban road where a pedestrian is crossing the
road without a zebra crossing.
In scene 1, the original TransTrack detected more bounding boxes than the modified version. Especially when only
the parts of a pedestrian are presented, the modified model
performed worse. The same issue happened in other testing
scenarios as well, and it is probably because the training
process is not optimized that the modified model can not detect
on the part of pedestrians yet.
In scene 2, the situation becomes more critical because it
is in a real driving environment with other road users, and
there is one pedestrian trying to cross the road without any
crossing. Surprisingly, the original TransTrack failed to track
that pedestrian consistently while the modified model managed
to track him. This scenario convinced me that the TransTrack
with TNT could recognize the target object in different scales
well when there is no occlusion.

(b) Original TransTrack performance on Scene 1.

(c) TransTrack with TNT performance on Scene 2.

VI. C ONCLUSIONS
In this report, we experimented with different transformerbased neural network models for MOT. As the latest methodology leveraging transformer for MOT, TransTrack was selected
to be the baseline model. Another newly published technique
for image classification called TNT has been implemented
inside the TransTrack. The TNT is meant for extracting lowerlevel intrinsic features to boost the performance of the original
TransTrack.
Preliminary results are explained, and we believe the modified model could be better if there is more time for hyperparameter tuning and searching for the best model architecture.
Notwithstanding, the modified model can not defeat the original one in all aspects. But we saw some exciting performances
that the modified model outperformed the original one, such as

(d) Original TransTrack performance on Scene 2.
Fig. 3. Visualization of the models’ performance on two scenes.

when a pedestrian is trying to cut into the road. The modified
model managed to track that person, which will add more
safety to a self-driving car.
In future works, exhaustive training and testing could be
conducted to maximize the MOT performance. Performance
gain could also be achieved by optimizing the training technique with a mixture of different datasets.
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