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High Performance Computing (HPC) Systems
-

Distributed systems ultimately designed for solution of resource-intensive
problems

●

Always on cutting edge using the latest technology

●

Competitive nature of development of HPC Systems

●

Usually fairly expensive

●

Technology used in HPC systems today tend to become sooner or later
commodity standard

●

Research-intensive, full of technological inventions

●

Science as well as industry driven developments

●

Trying to satisfy ever-increasing demand for more and more performance
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HPC Applications
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●

Modeling
Simulation
Design
Signal processing
Engineering
Geology
Tectonics
Virus spread
Safety assessments
Weather
Climate change
Planetary movements
Galaxy formation
Traffic simulation
etc.
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High Performance Computing Systems - History
Pre-history
Even before electronic computers were invented, parallel computing was in
extensive use!
●

1929 – parallelisation of weather
forecasts - using human arrays

●

≈ 1940 – Parallel computations
in war industry using Felix-like
devices

1950 - Emergence of first electronic
computers. Based on lamps. ENIAC and
others

ENIAC
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History of computing
1960 - Mainframe era. IBM
1970 - Era of Minis
1980 - Era of PCs
1990 - Era of parallel computers
2000 - Clusters / Grids
IBM 1620

2010 … - Cloud computing era
What’s next?
202x - Quantum computers?

Or something else?
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History of Computing - Expert's predictions
Much-cited legend: In 1947 computer engineer Howard
Aiken said that USA will need in the future at most 6
computers!
1950: Thomas J. Watson as well: 6 computers will be needed in the world
1977: Seymour Cray: The computer Cray-1 will attract only 100 clients in the world
1980: Study by IBM – about 50 Cray-class computers could be sold at most in a
year worldwide
Reality: How many Cray-* processing power do we currently carry in our
pockets?
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Expert's predictions: Moore’s law
Gordon Moore’s (founder of Intel) law:
(1965: the number of switches doubles
every second year )
1975: - refinement of the above:
The number of switches on a
CPU doubles every 18 months
Until 2030 we would reach in such a
way to the atomic level or quantum
computer!
But why?
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Computer hardware developments

https://www.karlrupp.net/2018/02/42-years-of-microprocessor-trend-data/
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Supercomputers

Computer clusters
●

Set of similar computing nodes
connected with fast
interconnecting network

●

First the systems were called
Beowulf clusters - after a NASA
project in 1993-94
○

Typical (Beowulf) Cluster Architecture

Beowulf - first poem in
English based on
Scandinavian legend about
hero defeating the monster
Grendel
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Ongoing competition for most powerful fastest/largest parallel
computer
https://www.top500.org/resources/presentations/

https://www.top500.org/green500/lists/2019/11/
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https://www.top500.org/resources/presentations/

https://www.top500.org/green500/lists/2019/11/
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Parallel Computers:
Mira - IBM Blue Gene
# 3 in top500 - 2012 June
# 22 in top500 - 2019 November
By Courtesy Argonne National Laboratory, CC BY 2.0,
https://commons.wikimedia.org/w/index.php?curid=24653857
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Parallel computing - performance and challenges
● Parallel performance
● Speedup
● Amdahl's Law
● Gustavson-Barsis Law

Example: Domain Decomposition Method
14

Most common parallel performance metric for parallel
programs: Speedup
●

Serial runtime: TS - wall-clock time spent by single processor

●

Parallel runtime: TP - wall-clock time spent by p processors

Speedup:

•

Speedup (S) is the ratio of the time taken to solve a problem on a single processor
to the time required to solve the same problem on a parallel computer with p
processing elements

•

Important: is the best parallel algorithm achieving TP also the best one, if run
sequentially for measuring TS?
– Very often it is not the case!

Performance Metrics: Speedup Example
•

Consider the problem of parallel bubble sort.

•

Suppose serial time for bubblesort is 52 seconds.

•

The
parallel
time
for
odd-even
sort
(efficient parallelization of bubble sort) is 14 seconds.

•

The speedup would appear to be 52/14 = 3.71

•

But is this really a fair assessment of the system?

•

What if serial quicksort only took 12 seconds?
○

In
this
case,
the
speedup
is
12/14
This is a more realistic assessment of the system.

=

0.86.

• For speedup, always consider the best sequential program as the baseline!

Amdahl’s law
In each algorithm there exist
parts that cannot be parallelised
●

●

●

Let Let σ where ( 0 < σ ≤ 1 )
– sequential part
Assume that the rest 1 − σ
parallelised optimally
Then, in best case:

Example 1. Assume 5% of the algorithm is not
parallelisable (ie. σ = 0.05 ) => :
P

max S(N,P)
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Example 2. σ = 0.67 (33% parallelisable), P = 10:

Gustafson-Barsis’ law
John Gustafson & Ed Barsis (Scania
Laboratory) 1988:
• 1024-processor nCube/10 claimed:
they bet Amdahl’s law!

●

• Their σ ≈ 0.004...0.008
• but got S ≈ 1000
• (Acording to Amdahl’s S might be
125...250)
How was it possible?
Does Amdahl’s law hold?

●
●
●

Mathematically – yes. But in practice –
not very good idea to solve a problem
with fixed size N on whatever number of
processors!
In general, σ = σ(N) ≠ const
Usually, σ decreases with N growing!
Algorithm is said to be effectively parallel
if σ → 0 with N → ∞

Example of one of the most common parallel computing techniques
Domain Decomposition Method for solving large scientific and engineering problems

Domain Decomposition Method for solving linear systems with sparse
matrices
N = 9:

N overlapping subdomains:
Main idea of Domain Decomposition:
●

Split the solution domain (the region
where we are looking for a solution)
into N sub-regions (subdomains)

●

On each subdomain solve a
reduced (in size) problem

●

Communicate the information on
each subdomain to its neighbours

●

Continue iteratively, until good
enough solution is reached
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Overview of Parallel Programming Languages

● Parallel programming languages
● Some examples:
○ MPI
○ OpenMP
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Parallel programming models
A simplified view:
How are the computations
structured?

Organized by
data

Linear?

Geometric
Decomposition

Recursive?

Recursive
Data

Organized by
tasks

Linear?

Task
Parallelism

Recursive?

Divide and
Conquer

Organized by
data flow

Regular?

Pipeline

Irregular?

Event-based
Coordination

Parallel programming models
Different models for expressing parallelism
in programming languages

●

Partitioned global address
space (PGAS)
○

●

Message-passing
○
○

●

●

PRAM (Parallel Random Acess
Machine) model

Multi-threaded
○
○

OpenMP
Clojure

Object-oriented
○
○

Shared memory model
○

●

MPI
PVM

●

Charm++
Smalltalk

Mapreduce
○
○

●

High Performance Fortran

persistant storage
Hadoop

Spark (Stream processing)
○

Resilient Distributed Datasets

Parallel programming models
Different models for expressing parallelism
in programming languages (2)

●

●
●

CSP-based (Communicating
Sequential Processes)
○
○

FortranM
Occam

●

Linda

GPU languages
○
○
○
○

Verilog hardware description language (HDL
for programming FPGAs)

Concurrent Haskell

Coordination languages
○

Event-driven and hardware description
○

●

Sequoia
Bloom

Functional
○

Distributed
○
○

●

●

CUDA
OpenCL
OpenACC
OpenHMPP (HMPP for Hybrid
Multicore Parallel Programming)

Actor model --> Actor model ín 10 min
○
○
○
○

Erlang
Elixir
ScalaDataflow
SISAL (Streams and Iteration in a
Single Assignment Language)

OpenMP
OpenMP tutorial (https://computing.llnl.gov/tutorials/openMP/)
●

Programming model based on thread parallelism

●

Helping tool for a programmer

●

Based on compiler directives
○

C/C++, Fortran*

○

PyMP (TBC)

●

Nested Parallelism is supported (though, not all implementations support it)

●

Dynamic threads

●

OpenMP has become a standard

OpenMP
●

Fork-join model

OpenMP example
/**********************************************************
* FILE: omp_mm.c
https://computing.llnl.gov/tutorials/openMP/samples/C/omp_m
m.c
* DESCRIPTION:
* OpenMp Example - Matrix Multiply - C Version
* Demonstrates a matrix multiply using OpenMP. Threads
share row iterations
* according to a predefined chunk size.
* AUTHOR: Blaise Barney
* LAST REVISED: 06/28/05
****************************************************************/
#include <omp.h>
#include <stdio.h>
#include <stdlib.h>
#define NRA 62
#define NCA 15
#define NCB 7

/* number of rows in matrix A */
/* number of columns in matrix A */
/* number of columns in matrix B */

int main (int argc, char *argv[])
{
int
tid, nthreads, i, j, k, chunk;
double a[NRA][NCA],
/* matrix A to be multiplied */
b[NCA][NCB],
/* matrix B to be multiplied */
c[NRA][NCB];
/* result matrix C */
chunk = 10;

/* set loop iteration chunk size */

/*** Spawn a parallel region explicitly scoping all variables ***/
#pragma omp parallel shared(a,b,c,nthreads,chunk)
private(tid,i,j,k)
{
tid = omp_get_thread_num();
if (tid == 0)
{
nthreads = omp_get_num_threads();
printf("Starting matrix multiple example with %d
threads\n",nthreads);
printf("Initializing matrices...\n");
}
/*** Initialize matrices ***/
#pragma omp for schedule (static, chunk)
for (i=0; i<NRA; i++)
for (j=0; j<NCA; j++)
a[i][j]= i+j;
#pragma omp for schedule (static, chunk)
for (i=0; i<NCA; i++)
for (j=0; j<NCB; j++)
b[i][j]= i*j;
#pragma omp for schedule (static, chunk)
for (i=0; i<NRA; i++)
for (j=0; j<NCB; j++)
c[i][j]= 0;
/*** Do matrix multiply sharing iterations on outer loop ***/
/*** Display who does which iterations for demonstration purposes ***/

printf("Thread %d starting matrix multiply...\n",tid);
#pragma omp for schedule (static, chunk)
for (i=0; i<NRA; i++)
{
printf("Thread=%d did row=%d\n",tid,i);
for(j=0; j<NCB; j++)
for (k=0; k<NCA; k++)
c[i][j] += a[i][k] * b[k][j];
}
} /*** End of parallel region ***/

/*** Print results ***/
printf("****************************
***n");
printf("Result Matrix:\n");
for (i=0; i<NRA; i++)
{
for (j=0; j<NCB; j++.)
printf("%6.2f ", c[i][j]);
printf("\n");
}
printf("****************************
***\n");
printf ("Done.\n");
}

Message Passing Interface - MPI main concepts
●

A message-passing library specification
○

– extended message-passing model

○

– not a language or compiler
specification

○

Goals of the MPI standard MPI’s prime goals are:
• To provide source-code portability

– not a specific implementation or
product

●

MPI main goals

For parallel computers, clusters, and
heterogeneous networks

●

Full-featured

●

Designed to provide access to advanced
parallel hardware for end users, library
writers, and tool developers

• To allow efficient implementations
MPI also offers:
• A great deal of functionality
• Support for heterogeneous parallel architectures

6 basic MPI calls
MPI_Init: initialise MPI

EXAMPLE (fortran90):
http://www.ut.ee/~eero/SC/konspekt/Naited/greetings.f90.html
Example (C):
https://github.com/wesleykendall/mpitutorial/blob/gh-pages/tutor
ials/mpi-hello-world/code/mpi_hello_world.c

MPI_Comm_Size: how many PE?
MPI_Comm_Rank: identify the PE

from mpi4py import MPI

MPI_Send

comm = MPI.COMM_WORLD # Defines the default communicator
num_procs = comm.Get_size() # Stores the number of processes in size.
rank = comm.Get_rank() # Stores the rank (pid) of the current process
stat = MPI.Status()

MPI_Receive
MPI_Finalise: close MPI

msg = "Hello world, say process %s !", % rank

Send, Ssend, Bsend, Rsend

blocking calls

Isend, Issend, Ibsend, Irsend nonblocking calls

Full range of MPI calls:
http://www.mpich.org/static/docs/latest/

if rank == 0:
# Master work
print msg
for i in range(num_procs - 1):
msg = comm.recv(source=i+1, tag=MPI.ANY_TAG, status=stat)
print msg
elif rank == 1:
# Worker work
comm.send(msg, dest = 0)

Conclusion
●

We had very brief overview of Parallel Computing Systems, Applications and
languages

●

More to follow at course MTAT.08.020 Parallel Computing

Thank you!
In case of any questions do not hesitate to ask:
Eero Vainikko eero.vainikko@ut.ee
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