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Introduction
Many robotic problems require precise knowledge about the robot’s position, but this is
generally very difficult to determine accurately. Visual sensors and other imaging sensors
commonly have very high noise levels. Sensors that track movements differentially, such as
rotation sensors on robot wheels, have a cumulative error that is hard to predict. This
decreases the precision of knowledge about robot’s location over time until the location is
effectively unknown.
To solve this problem, sensor fusion can be used: we can take the data from visual tracking
and differential movement data (odometry) and fuse it together (using a Kalman filter, for
example), and get a result that has both a low noise level and a negligible cumulative error.
The purpose of this work is to implement such a system on a robot that is equipped with an
omnidirectional hyperbolic mirror and odometry sensors.
The goals of this project are to rectify the omnidirectional image (to transform it into realworld Cartesian coordinates), to track reference points on it, producing information about the
robot’s location, and finally fusing together this information with odometry. This will be done
using OpenCV and C++.

3

The Robot
The main idea for the project came from a practical need. A robot that is to take part in the
ROBOTEX robotics football competition has been developed for over a year now. It uses a
hyperbolic mirror and a camera to get most of its information about the surrounding world
while it moves on a playfield of 2x3 meters.

Figure 1 The Robotex 2010 playfield. [1]

The main feature of the robot is the hyperbolic mirror that allows 360-degree vision of the
robot’s surroundings. In addition to the mirror the robot has additional sensors that will give a
feedback about the operations performed. Sensors on the wheels measure the robots
movements and a gyroscope to give additional information on the rotational movement. The
rotational sensors and a gyroscope give a good estimate of the location of the robot but they
also suffer from a heavy cumulative error.
The mirror itself was designed in 3D CAD software SolidWorks [2] and is made out
of stainless steel. The selection of the required shape (Figure 2) of the mirror was selected by
using empirical methods. The final mirror can be seen on Figure 3.
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Figure 2 The cut-through view of the mirror showing the hyperbolic surface.

Figure 3 The mirror. [3]

After the mirror was manufactured it was attached to the robot. Due to some robot frame
manufacturing difficulties the alignment of mirror and camera was very complex and the
current result needs improvement.
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Figure 4 Robot’s current state. As the robot is still under construction the wiring is not in place as
intended.

Figure 5 3D model of the robot. A partial cut through the current model. (Some parts have been removed
from the model.)
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Theory of Projection
The vision system, as described previously, consists of a camera and a hyperbolic mirror. The
projection can be described as a function that transforms a point in 3D space to the virtual
projection surface, where the 2D image is formed.
Simplified model of the system is shown on Figure 6.

Figure 6 The model of projection from 3D Cartesian coordinates to the image plane. In a prefect system
the projection operation is defined by the shape of the hyperbolic mirror and the effective focal length of
the camera. [4]

If the surface of the hyperbolic mirror is defined by equation:
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In the current case we are interested about the real-world plane that coincides with the plane
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The latter equation also defines the unwarping of the camera picture to Cartesian coordinates.

Finding parameters for transformation
An example of a camera picture can be seen on Figure 7. Most vision processing tasks, such
as ours, require the knowledge between the correspondence between the location of the pixels
on the camera image and the real world. This can be done using equations (6) and (7). Still, to
perform the transformation, we need the constants describing the system: the parameters of
the mirror (a and b), the effective focal length of the camera (f), the Z-coordinate of the field
plane. Also we need to center the origin of the picture coordinate system at the point that
corresponds to the point where the optical axis of the system intersects with the image plane,
giving two additional parameters: the (x,y) coordinates of the center of the picture.
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Figure 7: An example of a picture taken straight from the camera, shows heavy distortion

The easiest way of finding the correct parameters is to fit them so that straight lines would be
transformed to straight lines all over the picture. In the current case the straight edges of the
field can be used, a special calibration pattern could be applied or the movement of features
on the image could be tracked when the robot moves on a known trajectory (see Figure 1).
The original idea was to use the last option, but since fitting according to the edges was more
convenient, we actually chose the first option.

Figure 8 Tracking trajectories of some points (white lines) overlaid with a camera image (the trajectories
were collected on different times), when the robot moves along a straight line. Pyramidal Lucas-Kanade
optical flow from OpenCV was used to determine the movement of features between frames and the
movements were composed together. Due to practical considerations only the edges of the playfield were
actually used.
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From the design we know that the mirror surface corresponds to the equation (see Figure 2)
X 2 +Y 2
Z2
−
= −1
1500
1500
82
17
, which gives us the parameters of the mirror surface: a =

(8)

1500
1500
and b =
.
82
17

The other parameters were determined manually:
Parameter

Value

Description

Z

-340 mm

Z-coordinate defining the plane of the field.

f

5454 pixels

Effective focal length of the camera, given in pixels.

cx

533 pixels

Center of the image, x-coordinate.

cy

391 pixels

Center of the image, y-coordinate.

The resulting rectified image can be seen on Figure 9. This was deemed to be accurate enough
for localization.

Figure 9 Rectification of the image. The image on the left shows the original camera feed, the image on the
right shows the rectified image according to parameters described in text. Some residual deformation can
be seen, which is mostly caused by misalignment of the optical system. Black shapes near the edges on
rectified image are the image boundaries of the original image.
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Localization
The robot used has a camera for image capture and Hall-effect sensors on its wheels to
estimate wheel rotation and from that robot movement (odometry). The odometry information
is precise when short time-spans are used, but it has a differential error consisting of noise and
a hard-to-determine systematic error (depends on weight distribution, surface abnormalities
etc.). Images, on the other hand, can be used to predict the rough position of the robot with a
much larger noise, but without the systematic cumulative error. To get a good localization
precision we attempted to extract information from the image and use a Kalman filter to fuse
it with odometry.
First we extracted the information from images. Having the transformation between the
coordinates on the picture and the real-world system we can track specific features in the
physical world and use the information to correct odometry errors. To do this, we used Harris
corner detection on the rectified image (using the function cvGoodFeaturesToTrack from the
OpenCV library). This gave us sufficiently reliable detection of field corners (the corners of
the 3m x 2m rectangle and the limits of the goal. Also some other points were generally
detected. The reason we had to use rectified image was that on the original image the corners
most distant from the robot transformed almost to lines, which made the success rate of corner
detection low. Example images of detected corners can be seen on Figure 10.

Figure 10 Detected corners on the rectified image. The result of applying Harris corner detection on the
image. Several corner candidates were detected (smaller circles). The corners appearing too close to image
borders and those that could be caused by the robot itself were filtered out and the final result is shown
with larger circles. Some incorrect corners were also detected.

Then we used the current knowledge about the robot’s location (last step of localization) to
convert the image to a global coordinate system (where the robot moves and the surroundings
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are stationary). The visible corners could be used to fit a model of the playfield on the image:
we selected 8 fitting points corresponding to the corners, used the current robot position
estimate to select the most likely candidates for them on the map and tried to find a
transformation (translation and rotation) that would minimize the error between them. An
example of this can be seen on Figure 11.

Figure 11 Tracking predefined points. On the left image the unwarped image is shown superimposed with
the model of the field. White dots represent the features that are matched, the white circles with black
dots represent the most likely matches on the image (connected with lines). The right image shows the
same on the original image: white circles represent model points and lines connect them to the most likely
candidates.

The minimization was done using a simple trial-and error method: the range of x and y
translations and rotations was divided into a set of uniform steps and the combination
representing the best match was used for forming the robot position estimate. The criterion
used was trimmed least squares: the transformation chosen had to fit as many points as
possible while keeping the squared error (the sum of squared differences of x- and ycoordinates of the expected model points and best matches) as low as possible.
The resulting x- and y-coordinates alongside with the angle were used in a simple Kalman
filter, which neglected any cross-correlation of errors (only filter for x-coordinate is shown,
the other filters can be constructed by substituting the values of constants):
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, where xk is the posterior expected position, Pk is the posterior expected correlation of error,
dxk is the update of x-coordinate received from odometry, cxk is the position produced by
image fitting and σdx and σcx are the standard deviations of noises present in the odometry and
position determined from camera picture, respectively. Standard deviations were chosen so
that σcx >> σdx.
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Results
The result of the aforementioned approach was a system that could rectify the camera image
and correct errors produced by odometry. A comparison of a situation where only odometry is
used and a situation where picture fitting information used is shown on Figure 12. The
tracking is not yet ideal, but significant improvements can be seen.

Figure 12 Robot position with and without visual tracking. Left picture shows estimated robot location
after 8 seconds of movement using visual tracking. The right represents the same situation without visual
tracking. It can be seen that tracking improves precision substantially.

The results show that the method is applicable in principle, but needs further improvements.
Also the robot should be improved: the alignment of the mirror and camera could be better,
camera shaking could maybe be reduced. From the algorithm side the corner detection could
be greatly improved. The general Harris detection used in this work detects wrong features
and does not always detect all of the correct corners. Also the matching procedure could be
improved by substituting current exhaustive greedy algorithm with something more stable and
more tolerant to errors.
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Conclusion
During this project we devised a solution to localize a robot on a known map fusing odometry
and visual information. To do this we rectified the image, detected corners on it and fitted the
corners to a known model to produce a visual estimate of the robot position. The fitting data
was fused with odometry using a Kalman filter.
The system was written in C++ using OpenCV library [5] and was tested on a video stream
that was recorded from a mobile robot moving on a Robotex 2010 playfield. The results show
that this method indeed increases the precision of localization, but still needs improvements
from both of the robot construction and algorithmic sides.
Overall the project can be considered successful since the primary goals were achieved and
the result can be used as a basis for further robot localization systems.
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